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Abstract. This paper addresses distributed task scheduling problems as a
distributed version of the Resource-Constrained Project Scheduling Problem
(RCPSP). We propose and evaluate a novel approach for the distributed RCPSP
based on theoretical models of division of labor in social insect colonies. Our
approach uses a probabilistic decision-making model based on the social insect
tendency to perform certain tasks, and was implemented as an algorithm called
Swarm-RCPSP. We show that the results of the Swarm-RCPSP algorithm are
better than those obtained with a distributed greedy algorithm, are not very far
from the best-known solutions, and have the advantage of being computed in a
distributed manner, which is an important issue when dealing with multiagent
systems.

1. Introduction
Several real-world applications often have to solve inherently distributed scheduling prob-
lems. Those applications include disaster rescues, grid environments, project manage-
ment, meeting schedules and sensor networks. They demand distributed solutions that
are able to achieve reliable and flexible results. As large-scale scenarios with hundreds
of resources and tasks become ubiquitous, new challenges arise. Optimal approaches are
not able to tackle large-scale distributed scheduling problems because of the computa-
tional and communication requirements associated with the search for optimality. On the
other hand, approximate approaches to deal with this type of problem remain to be fully
investigated.

We describe an extension of the general scheduling problem called resource-
constrained project scheduling problem (RCPSP). Since the RCPSP is a classical opti-
mization problem, several centralized approaches have been proposed to solve it. In the
RCPSP, project activities must be scheduled to minimize the total makespan. Tasks have
interdependence constraints, such as precedence, that must be satisfied. In addition, tasks
demand a minimum number of resources in order to be scheduled. In our extension,
called distributed RCPSP (RCPSP), resources are owned by agents. Agents must coordi-
nate their actions to schedule tasks cooperatively.

We propose a novel approximate approach for distributed task scheduling based
on the division of labor in social insect colonies. A social insect colony is an example of a
self-organizing biological system, in which there is ample evidence of ecological success



despite the lack of centralized coordination. In these colonies, hundreds of thousands of
insects adapt to the changes in the environment and to the needs of the colony using plas-
ticity of division of labor [Robinson 1992]. We adopt a multiagent perspective, in which
agents have limited perception and autonomous behavior. Cooperative agents running
the implementation of our approach are able to schedule tasks using little communica-
tion and computation. We empirically evaluated this approach by comparing it with a
distributed greedy approach, both benchmarked by solutions available in the literature
[Kolisch and Sprecher 1997].

This paper is organized as follows: Section 2 presents the distributed RCPSP.
Section 3 introduces the proposed approach and the algorithm that implements it. The
empirical evaluation of our approach is described in Section 4, in which the results ob-
tained are discussed. Related work is discussed in Section 5, while Section 6 presents the
conclusion and future directions for this work.

2. Problem Statement
The Resource-Constrained Project Scheduling Problem (RCPSP) is an optimization prob-
lem in which project tasks, originally called activities, have to be scheduled so that total
makespan is minimized. Tasks are interdependent, and there are precedence constraints
that have to be satisfied. In addition, task scheduling demands resources, which are lim-
ited due to the limitations of total availability of resources.

Considering J as the set of tasks, and R as the set of resources available to be
used in these tasks, each task j ∈ J has a time duration of dj and requires an amount
rj of each r ∈ R resource per time unit. The total quantity associated with each r ∈ R
resource is given by Qr > 0. The set of direct predecessors of j is given by Pj .

Each scheduling is represented by Sn, in which Sn =
{startn(1), startn(2), ..., startn(j), ..., startn(|J |)}, and startn(j) is the unit of
time at which the j task begins in the Sn scheduling. Therefore, the time unit at which
the task is completed is calculated as end(j) = start(j) + dj . The time unit at which a
scheduling begins is the same time unit for the beginning of the task that starts earlier:
min{startn(j) ∀ j ∈ J }. The time unit at which the scheduling ends is the same
time unit for the end of the last task: max{startn(j) + dj ∀ j ∈ J }. Total scheduling
makespan is the difference between the time units at which scheduling begins and ends.

To be valid, an Sn scheduling must satisfy the constraints mentioned in the be-
ginning of this section, which are: The j task cannot begin before all its predecessors
have ended: startn(j) ≥ startn(h) + dh ∀h ∈ Pj; and the resource constraints must
be satisfied, which means that for each t time unit, the sum of the quantity of each r re-
source demanded by all the scheduled tasks cannot exceed the total availability of these
resources. Considering J t

n = {j ∈ J |startn(j) ≤ t < startn(j) + dj} as the set of the
simultaneously scheduled tasks:

∑
j∈J t

n
rj <= Qr.

The distributed RCPSP is a modification of the RCPSP that changes it into a dis-
tributed problem. In the distributed RCPSP, each resource unit r belongs to one and only
one agent. In other words, each agent has only one unit of a r ∈ R resource, and may
schedule only one task at each time unit. Therefore, an agent i, which has one unit of the
r ∈ R resource, has a kij competence to schedule a task j according to the availability of
the resource r demanded by this task, kij = 1 if rj 6= 0 or kij = 0 otherwise.



Table 1. Duration dj , demanded resources Rj and precedence P for each task in
the distributed RCPSP example instance.

Tasks
A B C D E

d 4 9 2 2 2
R {1,0} {1,0} {0,2} {2,0} {2,1}
P - - B - A

In the RCPSP distributed version, tasks are divided into as many subtasks as the
quantity of resources demanded by the tasks. Therefore, each task j is divided into a set
of subtasks Bj , whose number is equivalent to the sum of the rj quantity of each resource
r ∈ R that the task demands. Therefore, the size of the |Bj| set of subtasks is equal to the
total quantity of resources that the task demands in order to be scheduled.

The distribution of the RCPSP, as proposed here, requires that two other con-
straints be satisfied for an Sn scheduling to be valid: Considering Ijn as the set of
agents that allocates the j subtasks in the Sn scheduling, all the jm ∈ Bj subtasks
should be scheduled: |Ijn| = |Bj|; and if startn(jm) is a unit of time at which a sub-
task jm ∈ Bj was scheduled in the Sn scheduling, all the other subtasks in j, that
is, its sister tasks, should be scheduled at the same time unit t by all agents i ∈ Ijn:
{startn(j1) = startn(j2), startn(j2) = startn(j3), ..., startn(j|Bj |−1) = startn(j|Bj |)}.

Therefore, agents should attempt, in a distributed way, to minimize scheduling
time for the tasks perceived, and should satisfy all the constraints described in this section
to validate such scheduling. The coordination between agents is, consequently, a complex
question. Agents must coordinate actions to allocate tasks simultaneously in a number at
least equal to the number of tasks’ demanded resources. Moreover, to make scheduling
possible, agents must schedule tasks in an order that satisfies task precedence constraints.

In a simple instance of the distributed RCPSP with 4 agents I = (V, X, Y, Z) and
5 tasks J = (A,B, C, D, E), whose specifications are defined in Table 1, each task has a
specific duration, as shown on the first line of the table. The sets presented on the second
line of the table indicate the quantity for each resourceR = {R1, R2} demanded by each
task. The task precedence constraints are presented on the last line of the table.

Task division into a set of subtasks according to the resources demanded by the
tasks, as described above, determine the following: Tasks A and B remain unchanged,
and demand one unit of the R1 resource each one; task C is divided into two subtasks
(C1 and C2), which demand one unit of the R2 resource each; task D is divided into
two subtasks (D1 and D2), which demand one unit of the R1 resource each; and task E
is divided into three subtasks (E1, E2 and E3); E1 and E2 demand one unit of the R1
resource each, and E3 demands one unit of the R2 resource. Agents V and X have one
unit of the R1 resource, and agents Y and Z have one unit of the R2 resource.

Figure 1 shows a possible scheduling for the instance under discussion. The in-
terdependence between tasks was satisfied, and the C and E subtasks were scheduled
after their predecessors. Simultaneous scheduling of the C, D and E subtasks was also
adequately performed by the agents.



Figure 1. Possible scheduling for the distributed RCPSP example instance.

3. Proposed Approach

3.1. Decision Making

The theoretical basis of the proposed approach is the plasticity of division of labor in
social insect colonies [Robinson 1992]. This plasticity emerges from the interaction be-
tween individuals and between individuals and environment, and uses simple communi-
cation patterns without any central coordination. Tasks for individuals that belong to a
colony should be allocated in a way that ensures that environment variations are absorbed
and that the amount of energy spent by the colony is the lowest possible.

In our approach, agents decide probabilistically which tasks to schedule according
to the theoretical model of response threshold described by [Bonabeau et al. 1999]. The
tasks produce a stimulus for the agents that, because of their internal response thresholds,
have different tendencies to schedule each task. When the tasks are perceived by the
agents, they should analyze them and decide which ones to schedule using this specific
tendency. This is achieved by using a roulette system, and the tendency is used as the
probability that determines whether the agent will or will not schedule the task under
analysis.

The tendency Tθij
(sij) of the agent i to engage in scheduling task j is determined

by the relation between this task stimulus and the agent’s internal threshold, as shown in
Equation 1. A distributed process is under analysis here; therefore, the task stimuli are
agent specific, and the same task may stimulate each of the agents differently.

Tθij
(sij) =

s2
ij

s2
ij + θ2

ij

(1)

Where:

sij stimulus associated with task j for agent i;
θij internal threshold of agent i for task j.

If the values for the stimulus and the agent’s internal threshold are within the [0, 1]
interval, the tendency values also vary within the same interval. In the equation described
above, the agent that has the greatest competence to schedule a certain task is the agent
that has the lowest internal threshold for that task.

As the agents have a limited quantity of resources to use in each scheduling, de-
cision making is strongly affected by the order in which the tasks are analyzed. Agents
make decisions for all the tasks by analyzing them one by one. This process may be re-
peated until all the tasks have been selected or until agent resources are used up. In this
case, the tasks that remain unanalyzed or were not selected will be disregarded. Agents



organize scheduling as each task is selected, and always choose to place the task in a po-
sition as early as possible in its timeline or in agreement with some specific start time for
this task.

Therefore, the order of tasks plays a fundamental role in decision making. All the
tasks perceived should be analyzed in an order that satisfies the constraints imposed by
the distributed RCPSP definition. A certain task that has another task as its predecessor
can only be analyzed by the agents if its predecessor was successfully scheduled before.
Agents always try to communicate their decisions so that information about allocations
can be inferred by the other agents.

Moreover, when a task is divided into subtasks, these subtasks have to be sched-
uled simultaneously. When agents schedule one of the subtasks, they send a message to
the other agents and ask them to give priority to the scheduling of the other subtasks not
yet scheduled. The other agents should try to schedule subtasks at the same start time at
which the first subtask was scheduled. Agents that receive this message first analyze the
tasks received in relation to the tasks that they have perceived. Their order ensures that
the analysis is given priority in this type of case.

This mechanism was inspired by how social insects ask for help to perform tasks
that are beyond their individual capacity. Many worker ants look for prey or larger and
heavier food items that one single individual cannot carry. These ants use cooperative
transport to deal with large items. If it cannot retrieve certain objects, a worker ant may
recruit its nestmates using simple forms of communication [Kube and Bonabeau 2000].
Nestmates in the vicinity are attracted by a simple call for help and rapidly join efforts
with the individual that asked for help in an act of cooperation.

3.2. Stimulus Adaptation
In the approach proposed here, agents schedule tasks in an attempt to minimize the
makespan and to satisfy all the constraints and characteristics of different scenarios. Tasks
produce a stimulus for the agent, as described above. This stimulus may be fixed, accord-
ing to the importance of the task in a certain scenario, or variable in order to increase the
agent’s tendency to choose it for some specific reason. We propose that the stimulus is
periodically increased for the tasks that are part of the scheduling and have the earliest end
time. The update bias Γ(j) is used to determine by how much each task stimulus should
be increased given a specific scheduling. This bias is lower as the task’s start time. As
stimuli increase due to the updating, agents have a greater stimulus to schedule tasks in
the same order as they were previously scheduled. Γ(j) = 1− startn∗ (j)

|Sn∗ | where startn∗(j)

is the unit of time in which task j begins in the best scheduling, Sn∗; n ∈ S , and |Sn∗| is
total time duration of the best scheduling.

The sij(t) local stimulus associated with task j and agent i at time t is calculated
as: sij(t) = sij(t − µ) ∗ δ + Γ(j) ∗ α. Here sij(t − µ) is the local stimulus of task j in
round t−µ; δ is the constant to decrease the stimulus value along time; Γ(j) is the update
bias for task j; and α is the discount rate to decrease the impact of the update on stimulus.
In this case, stimuli decrease along time according to the constant δ, and only increase
according to the update bias Γ(j), calculated according to the best scheduling obtained by
agents.

This stimulus update occurs with frequency µ. Therefore, during µ schedules,



agents store the solutions obtained and use the best solution as the basis for the calculation
of the update bias Γ(j).

We assume that Mn is the set of tasks in scheduling n and that startn(j) is the
function that returns the time at which task j starts. S is the set of n schedulings where
Sn = {startn(1), startn(2), ..., startn(j), ..., startn(|Mn|)}. The total duration |Sn| of
Sn is given by the time at which the last task was completed. This is formalized as:
|Sn| = max

|Mn|
j=1 [startn(j) + dj] where: startn(j) is the time at which allocation started

for task j in scheduling n; |Mn| is the number of scheduled tasks in scheduling n; dj is
the duration of task j.

The performance of a complete scheduling is measured according to the number
of tasks allocated and the total makespan.The best scheduling Sn∗ in S is the one that has
the shortest time duration in the set of schedules that have the greatest number of tasks
(those that have their indices in N ∗).

4. Experiments and Results

We have built an algorithm called Swarm-RCPSP which implements the proposed ap-
proach. The experiments with the Swarm-RCPSP were conducted in an abstract simulator
written in Java. These simulations were configured according to three different instances
of the RCPSP. Such instances belong to the data set “j120” of the Project Scheduling
Problem Library (PSPLIB) [Kolisch and Sprecher 1997]. These instances were originally
designed for centralized problems, but, as discussed in section 2, may be mapped as dis-
tributed problems.

The three instances used for the experiments in this study are among the largest:
“j1201 1”, “j12030 1” and “j12060 1”. 200 tasks are used in each one. In the three cases
tasks are strongly interdependent. Each task has a different number of successors in the
discrete interval [1, 3]. The tasks also have the duration of a discrete interval, which is
[1, 10] in this case; Four different resources, called R1, R2, R3 and R4, are used. Each
task demands a quantity of each resource in the discrete interval [0, 10]. The instances un-
der analysis also differ in the number of different resources that they demand. In instance
“j1201 1”, all tasks demand a quantity that is different from zero for only one resource. In
instance “j12030 1”, the number of different resources varies within the discrete interval
[1, 3]; and in instance “j12060 1”, a task may demand that all the resources be involved in
its scheduling.

Considering the process of dividing the RCPSP tasks into subtasks in the dis-
tributed RCPSP, discussed in Section 2, there is a total of 646, 1334 and 2554 tasks for
the “j1201 1”, “j12030 1” and “j12060 1” instances. Each of these tasks demands one
unit of a certain resource according to the characteristics of the supertasks of each spe-
cific instance. Once each agent has one resource, the number of agents necessary to deal
with these instances as a distributed RCPSP is equal to the sum of the available quantities
of each resource. This sum is equal to 48, 128 and 191 for “j1201 1”, “j12030 1” and
“j12060 1”, and the last one has the greatest availability in the data set.

The complexity of the problem increases substantially from one instance to an-
other. The number of interdependences between tasks, the total number of agents, and
the number of agent classes involved in each task scheduling increase simultaneously.



A scheduling attempt is successful only if the tasks were scheduled according to all the
constraints that characterize the distributed RCPSP, as detailed in section 2.

For the sake of comparison with our algorithm (Swarm-RCPSP) we use central-
ized solutions as well as greedy distributed strategies. Regarding the latter an algorithm
equivalent to the Swarm-RCPSP was implemented that is a simple variation of the Swarm-
RCPSP, but has neither the stimulus variation mechanism nor the tendency-oriented prob-
abilistic decision making. Agents choose the tasks whenever possible. Similarly to what
occurs with the Swarm-RCPSP, these tasks are scheduled in the order that they are chosen
according to the time availability in the agent’s scheduling. We chose to implement this
strategy to be able to analyze and to compare performance associated with the search for
distributed solutions. This way it is possible to see the impact of the use of the mecha-
nisms that make up the approach on the quality of the solution obtained for the RCPSP.

Moreover, PSPLIB has the best known solutions for the instances used in this
study [Kolisch and Sprecher 1997], which will be used as comparison parameters to eval-
uate the general performance of the Swarm-RCPSP and of the greedy algorithm. The
best solutions for the “j1201 1” and “j12030 1” instances were obtained in the studies
conducted by [Brucker and Knust 2000], and for the “j12060 1” instance, in the work
conducted by [Luo et al. 2006]. Their solutions, however, were determined in a central-
ized way, and used different heuristics with the sole objective of searching for a better
solution than the best-known solution.

To ensure that the results obtained with some distributed algorithms may be ap-
propriately compared with the best-known solution in a centralized way, all the tasks are
perceived by at least one agent in the experiments conducted in our study. Neighbor re-
cruitment to deal with the interrelations between tasks ensures that a task will be shared if
it is perceived by one agent and requires that more agents schedule its sister tasks. There-
fore, the other agents will have their perception extended to include these tasks, which is
important to ensure that the system obtains a complete scheduling. For the same reason,
messages are sent to all agents simultaneously (broadcasting).

First, several experiments were conducted with the three instances used in this
study to determine the combination of values for the parameters in Equation 1. The same
values were used for the internal threshold of all agents. Similarly, the same values were
used for the stimulus for all agents in all tasks. These values, determined empirically,
lead agents to the determination of the best scheduling. Details of these experiments are
not reported here. The following initial optimal values were used: 0.043 for stimulus
and 0.03 for internal threshold in the “j1201 1” instance; 0.026 for stimulus and 0.016
for internal threshold in the “j12030 1” instance; and 0.012 for stimulus and 0.008 for
internal threshold in the “j12060 1” instance.

The results using the Swarm-RCPSP are compared with those using a distributed
greedy approach and with the best-known solutions of the RCPSP instances used in this
study [Brucker and Knust 2000, Luo et al. 2006]. Figure 2 shows the comparison be-
tween the total scheduling makespan using the Swarm-RCPSP (with and without stim-
ulus adaptation), the centralized approximated algorithms, and the greedy algorithm for
the instances in the experiment.

The greedy algorithm had the worst results; its total makespan was two to six



times greater than the best-known total makespan for these schedulings, depending on the
complexity of the experiment instance. The Swarm-RCPSP schedulings had results that
were at the most twice the best-known makespan. The algorithm was significantly more
efficient than the greedy approach, particularly for the most complex instances.

It was expected that the results of the Swarm-RCPSP would not be equivalent to
the best-known centralized solution. This happens because we deal with the problem in
a distributed manner. It must be emphasized that the differences between results using
the Swarm-RCPSP and the best-known solution do not vary substantially as the instances
become more complex.

Figure 2 shows that stimulus adaptation was effective for the “j1201 1” instance;
its use resulted in a 10% improvement of scheduling makespan in comparison with results
of instances without stimulus adaptation. Moreover, as discussed earlier, stimulus adapta-
tion ensured that the algorithm always achieved a valid solution (complete scheduling) for
the “j1201 1” instance, which did not occur when it was not used. In the other instances,
which were much more complex and involved a larger number of agents, no significant
differences were seen, and the improvement reached 5% in average.

Figure 2. Comparing the total scheduling makespan.

Figure 3 shows the number of messages exchanged by the agents running the
Swarm-RCPSP, with and without stimulus adaptation, and the greedy algorithm for the
experiment instances. The agents using the greedy algorithm exchange fewer messages
than when using the Swarm-RCPSP. The Swarm-RCPSP showed a significant decrease in
message exchanges (35% in average) for the “j1201 1” instance when stimulus adaptation
was used. No significant differences were found in the other two instances regarding the
use of adaptation.

5. Related Work

Several approaches based on Swarm Intelligence (Ant Colony Optimization - ACO) have
been proposed in the literature to solve centralized scheduling problems, which can be
modeled as a RCPSP. In these approaches, many generations of artificial ants search for
a good schedule for tasks. Each ant of a certain generation builds a solution by making
probabilistic decisions. In general, ants that find a good solution drop pheromones on



Figure 3. Comparing the number of messages exchanged by the agents.

it. Next generation ants are attracted by these pheromones and tend to search for a so-
lution closer to the one found by the previous generation. Despite the pheromones, it is
usual to add specific heuristics associated with this problem to the decision making pro-
cess. Some ACO-based approaches achieve better schedules than previous approaches in
several cases [Merkle et al. 2002]. However they work in a centralized fashion.

A problem related to the RCPSP, called Distributed Meeting Schedule problem
(DMS), was mapped to a Distributed Constraint Optimization Problem (DCOP) and
solved using DCOP algorithms [Maheswaran et al. 2004]. Agent goals in this scenario
is to generate a coordinated schedule for the performance of joint activities or resource
use in a multiple-events scenario. The authors tested the efficiency of one prominent
DCOP algorithm (Adopt) applied to a complex domain. This so-called complex domain
is much simpler than the problem considered here. An approximated algorithm that is
also inspired in social insect colonies is proposed in [Ferreira et al. 2008] but deals with
pure assignment of task, hence not considering the makespan.

A large number of algorithms with different approaches were recently proposed to
solve DCOPs. Studies about the performance of these algorithms for large scale problems
show that a search for optimal solutions is expensive in terms of communication and
computational time [Davin and Modi 2005].

6. Conclusion

Agents running the Swarm-RCPSP adapt task stimulus according to tasks’ start time
achieved in the best scheduling. This adaptation process ensures that shorter makespans
are obtained and drives the algorithm to achieve complete solutions. The Swarm-RCPSP
satisfies all RCPSP constraints using simple message exchanging.

We compared the Swarm-RCPSP with a greedy algorithm and benchmark solu-
tions. Our algorithm performed well considering that it has the advantage of being dis-
tributed. The greedy algorithm achieved results much worse than the Swarm-RCPSP. It
should be pointed out that the main difference between the two processes is the swarm-
like decision making. Our approach is simple and deals with the distributed RCPSP ef-
fectively. Our empirical results show that the theoretical models of division of labor in



social insect colonies may be successfully applied to distributed task scheduling.

In the future we intend to extend the experiments applying our algorithm into
other instances of the PSPLIB. We are also searching for distributed algorithms in order
to obtain more fairly performance comparisons.
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